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Abstract

Music comes in many different genres and styles which are generally easy for a human
listener to distinguish, but it is not so for a computer. The purpose of the research in this
document is to allow a computer system to classify a sample of digital audio into one of
five genres, using a mathematical /statistical pre-processing stage and an artificial neural
back prop network which has been trained specifically for the task.

The selection of musical characteristics to determine in the pre-processing stage is
discussed and justified, with each then being tested and evaluated for its contribution to
the overall classification process.

Various network architectures and training processes are explored, along with the best
use of available data examples in training and testing.

The classification task is also reduced from five genres to two genres, with the results
compared and a discussion on the reasons for any differences.

The best system found in this research was capable of 67% accuracy in determining the
genre of a piece of music from an audio track.
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Introduction

This research will attempt to develop a system to take an audio file of musical content
and determine the genre of the music.

The system will not be programmed with a set of rules and thresholds to make this
determination, but rather will employ an artificial neural network - a series of neurons
which are modelled on that found in the human brain. Each neuron is a very basic
mathematical calculation with connections to other neurons to build up a network
which can represent complex input/output relationships. The network is trained using a
large set of example data where the answer (the genre) is already known. This training
is performed using the ‘back propagation’ strategy, whereby an example is shown to the
network, the error (difference) between its actual output and the correct answer is
calculated, then the internal ‘weights’ of the neurons are adjusted slightly in the
direction required to make the answer a little ‘less wrong’.

An artificial neural network cannot ‘hear’ - it can only have a series of real number
inputs. In practice, the number of these inputs must be to the order of 10 or 20 at most.
Therefore, a pre-processing stage is programmed to take in the complete audio file and
perform some calculations on it to produce a small series of numbers which shall (at
least somewhat) adequately characterise the musical content.

It is these numbers which are fed into the neural network for training, allowing the
network to find patterns and relationships, and to generalise those into a way of
classifying the genre of the audio.

This research will explore and evaluate some variations in the implementation of such a
system, and investigate the feasibility of developing a system with enough accuracy to
be put into use as a commercial product.



Methodology

Stage 1 — Sourcing Training and Testing Data

Genre Selection and Criteria

Five broad categories have been chosen as the ‘genres’ that the network will learn to
classify. They have been chosen as groups of music with relatively strong similarities,
but still allow for diversity of songs and artists within the groups. Beyond this, the
decision was essentially made from what music was available in a high quality and legal
format.

Two notable genres in the author’s music collection that are not used here are musicals
and soundtracks. It was decided that these two genres are defined much more by the
music’s purpose and usage than the actual musical content. Both traverse a broad range
of other genres and can have a huge diversity not only amongst an album, but within any
given track (for example, orchestral, smooth jazz, pop and ambient). Thus the inclusion
of these categories was decided to be too ambitious. Also, the greater number of output
neurons would have increased the number of weights in the network, leading to a need
for a significantly larger training data set.

The five genres (categories) are listed below with some qualification. A full list of the
individual albums and singles used is available in Appendix A.

Christmas

The Christmas Carols genre is somewhat misplaced amongst the other four categories as
many Christmas songs are ‘covers’ of the original, interpreted into some other genre -
jazz, hip hop, big band, etc. This selection attempts to cover a broad range of those styles
(and a larger collection of training data), potentially finding another way of grouping the
music features for this category to recognise some other sort of similarity between all
the Christmas songs.

Classical

The term classical is used here in its loose form, that is, any ‘older’ sounding music of an
orchestral, instrumental or operatic tendency. It includes the Baroque, Classical and
Romantic eras, as well as more modern emulations of those times.

Heavy

This category is a collection of Progressive Rock (a sub-genre of rock which avoids
clichéd musical form, has less repetition and often long musical interludes of great
technical intricacy) and Heavy Metal (another sub-genre of rock which is very loud,
distorted and aggressive).

There are enough musical similarities to justify grouping these two sub-genres together.

Jazz

Jazz can arguably be a super-genre (a very broad grouping of many different styles) or a
similar thread found in many sub-genres and sub-sub-genres. In this case it has been
used broadly, encompassing styles such as acid jazz, bebop, big band, bossa nova, cool
jazz, modal jazz, ragtime, smooth jazz and swing.



Similar to the Christmas category, since Jazz is quite broad, extra effort has been placed
on collecting a more substantial training set to help with generalising the similarities
within all jazz styles.

Pop

Essentially Pop Rock, these are albums and songs that are commonly heard on the radio
and would be considered ‘mainstream’. These songs can be fairly accurately grouped as
‘rock’ but are all lighter and more predictable/clichéd than the songs and artists found
in the ‘heavy’ genre in this report.

The title Pop, while not the most accurate word to describe this grouping, has been
chosen purity for clarity in this research and documentation.

Stage 2 — Pre-processing the Audio Data

Each audio file, as sourced in stage 1, is currently a set of 16 bit numbers, with the
shortest file having 1 905 384 samples and the longest having 63 504 573. The purpose
of this stage is to reduce the audio files down to a low dimensional representation which
a practically-sized network can then take in as inputs. Taking just the first 16 values in
the file or some number of evenly spaced values from across the length of the file, while
simple, would not be a helpful way to do this. The resulting numbers must be calculated
to somehow represent characteristics of the audio that relate to the genre of the music
within.

The MATLAB programming environment was chosen to perform the pre-processing as it
includes many helpful features that will minimise the amount of code to be written.
Refer to Appendix B for the full source code as written by the author. Refer to the
acknowledgements page for links to external code packages which have been used.

Unfeasible Genre Characteristics

Lyrics
Are they present? How formal is the language? Is there coarse language, sad and
negative language or excessive use of faith jargon?

These questions will be difficult to process from the audio files. Voice recognition
algorithms are moderately good at the best of times, when trained to a particular voice.
Here we don’t know the voice, or even if there is one. There may be many voices, and
there will be a lot of background noise. Even then, what do we do with the words?
Secretly perform a search on a music database to find the song that has those lyrics?
Lyric detection isn’t going to be a plausible factor within the scope of this research.

Instrumentation

What instruments are playing? Which are most prominent in the mix? What
tone/technique is being played on them?

The instrumentation of a song gives a listener a very quick idea of the genre, and is
relatively accurate. Most genres have a common set of instruments: Pop Rock is usually



drum kit, electric guitar, bass guitar, vocalist; Classical is usually strings, brass,
woodwind and some orchestral percussion. However these aren’t entirely reliable as
there is always variation from song to song and overlap between an instrument’s usage
genres. Also, instrumentation can be ‘reduced’ for practical purposes - a solo piano is
often used to play classical songs, as 72 piece orchestras are even more physically
cumbersome than a piano.

How does one determine the instrumentation anyway? The recognition of an instrument
comes down to its frequency characteristics (the presence and spectral weighting of
harmonics) and its amplitude envelope (sudden attack like a drum; slow attack like a
cello). It is hoped that instrumentation will be covered, to the best practical degree, by
way of the spectral and amplitude envelope characteristics used below.

Helpful Genre Characteristics

The following have been selected as the characteristics to process out of the audio data
to use as inputs to the network.

Song Length
The length of a track, in seconds, can give some hints as to the genre.

Typical Christmas Carols have several verses but without excessive repetition, the
upbeat tempo usually means that all the words have run out within a minute or two. In
contrast, classical pieces are often much longer - the mean length of the ‘classical’ tracks
used in this research is approx 7 minutes. ‘Sonata Form’ is one of the many standard
forms used in classical music, consisting of: introduction, exposition, development,
recapitulation, coda. It can be seen that this will lead to much longer pieces of music
than the Christmas Carols form (4 verses of 4 lyric lines each).

The following MATLAB code reads the length of the audio file, divides by the number of
samples per second, giving the length of the original file in seconds.

sizeInfo = round(wavread(fileToRead, 'size') / Fs);
songlLength = sizeInfo(1);

Tempo

The ‘tempo’ is the speed of the song, measured in beats per minute. While all genres can
have fast or slow tracks, each genre tends towards a preferred tempo. Heavy Rock is
generally quite fast, the speed contributing to the raw energy of the music. Pop Rock is
often at a standard, medium speed (120 beats per minute is very common here for
studio recordings).

The measurement of tempo has been implemented using a function provided at
http://labrosa.ee.columbia.edu/projects/beattrack/tempo2.m

Some quick tests showed this to be very accurate at detecting the tempo (using tracks
for which the tempo was already known). It is simply called using:

tempo = tempo2(datamono, Fs);



Where datamono is the set of (monaural) audio samples and Fs is the sampling
frequency of the track.

Strength of Half Beat

Within each beat (as determined above to find a tempo), a multitude of other audio
events are occurring, mostly at some multiple of the main tempo.

To demonstrate, we will look at some standard drum patterns for different genres.

SEFESEFIN IS
47T I

The above is the very common ‘rock beat’. The lowest line represents use of the kick
(bass) drum, which is the main indicator of a song’s tempo. The middle space represents
the snare drum, a mid-high frequency event which is usually mixed to be very
prominent in the audio.

[t can be seen that every second beat will have a strong low frequency from the kick
drum. Halfway between each beat, a high-hat event is occurring (the Xs above the stave).

Next we look at a possible ‘pop beat’:
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Similar to the rock beat, a common pop/dance track will have the kick drum on every
beat, creating a higher energy, driving pulsation through the music. This strengthens
every beat, as compared to the rock beat where every second beat has more power.
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The above is a common heavy metal drum pattern, using ‘double kicking’ where two feet
are used to trigger the kick drum rapidly. The strength of the actual beat is diminished
by this.

Finally, percussion takes on a very different role in classical music, where it is no longer
the backbone of the entire song:
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The above image is an attempt at showing a plausible percussive part in classical music,
where the percussion is simply adding ‘colour’ to the music, rather than driving the
tempo. Any number of other audio events could be (or not be) occurring on other
instruments amongst and between these hits of percussion.

The way the above ideas are used in this research essentially comes out of some code
that was already available as part of the tempo?2 function mentioned above. Tempo2
function returns two tempos (the second is exactly double the first) and a third output
value which gives the relative weight of the two. This third number is a reflection on the
confidence of the algorithm that the second value is the correct tempo. It is based on the
strength of the pulses between each major beats (or the larger ‘macro beat’ occurring
every second of the main beats) - thus it can help distinguish between some of the
concepts explored in the above examples.

[tempo t2 tempoWeightToDouble] = tempo2(datamono, Fs);

Bass Frequency Variation

The more ‘commercial’ music genres that are commonly heard on the radio tend to have
the most consistent and repetitive patterns in them. The bass guitar and the kick drum
follow this rule, and are the easiest to identify and analyse as they are easily separable
from the audio track using a low pass filter.

Another example in the musical domain is that of a jazz drumming pattern, shown
below:
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Note: the X below the stave indicates the closing of the ‘hi-hat’ - it is operated by the
drummer’s foot (hence the notation below the stave) but causes a high frequency sound
which is irrelevant to this low frequency discussion.
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[t is immediately obvious that the low frequency of this song has a much weaker pattern
than most of the previous examples given. Furthermore, jazz drumming rarely follows
any pattern strictly. So a measure of low frequency ‘constant-ness’ should be helpful in
identifying the genre of some audio.

[b,a] = butter(4, 200 / (Fs / 2), 'low'); % LPF at 200 Hz
datalow = filtfilt(b, a, datamono);



A 4-pole butterworth filter is generated and applied to low pass filter the main file at
200Hz, essentially only leaving the kick drum and bass guitar.

This is fed into another function provided at
http://labrosa.ee.columbia.edu/projects/beattrack/beat2.m
It is called using:

lowBeatList = beat2(datalow, Fs, [110, ©0.9], 1);

The beat2 function provides a list of times (in seconds) at which ‘beats’ occur. In this
case it is only being provided the sub 200Hz audio, so this list will be based on the kick
drum and bass guitar only.

Next we take the list and find the relative time between each ‘beat’. If all the values in the
beat list are in steady succession then the differential list will be filled with one constant
value. Any deviation from a constant low frequency beat will be given with a different
value at that point.

lowBeatGaps diff(lowBeatList); % relative time between each beat

lowBeatGaps = (lowBeatGaps - (30 / tempo(2))) / (30 / tempo(2));
% scale the gap times to © for same as tempo, 1 for skipped one beat

lowBeatDev = norm(lowBeatGaps)/sqrt(length(lowBeatGaps));
% take the RMS of the deviation from the tempo for low beats

Then these deviations are scaled relative to the originally detected tempo of the song
(changing the units from seconds to beats) and the RMS of this list taken to represent —
in one number - how much the low frequency ‘beats’ deviate from the song’s tempo
across the whole audio sample.

High Frequency Strength of Half Beat

Experimentation with a few songs showed that measuring the tempo of the high
frequencies always returned the same value as the tempo of the whole track, but that
there was a difference in the strength of the half beat. While there is no solid musical
explanation for why this might be a value helpful in genre determination, there is no
reason to discount it at this stage.

The intention behind the focus on high frequencies is to observe the use of high
frequency percussion such as shakers and the hi-hat of the drum kit. Inevitably any
vocals will have sibilance (from ‘s’ and ‘t’ syllables and the like), but separating these out
would be near impossible, so it is assumed that - together - they will provide some
useful information.

So, again, a 4 pole butterworth filter is generated and applied to the original audio to
high pass filter it at 5kHz.

[b,a] = butter(4, 5000 / (Fs / 2), 'high'); % HPF at 5000 Hz
datahigh = filtfilt(b, a, datamono);

The low frequency and high frequency signals are run through the tempo2 function, and
the relative difference between the ‘tempoWeightToDouble’ values is calculated and
stored as an input to the neural network.



lowTempo = tempo2(datalow, Fs); % get tempo of low freq
highTempo = tempo2(datahigh, Fs); % get tempo of high freq

highLowWeightToDouble = lowTempo(3) / highTempo(3);
% ratio of weighting for high freq. Reference is bass

This will give some (very abstract) information about the shaping of the events between
beats and the relative energy (speed, strength, consistency) of intra-beat low and high
frequency events.

Mid Frequency Beats

So far no special emphasis has been placed on the mid frequency band of the audio. The
relative prominence and use of the mid range is a very important aspect to all music
styles - it is in this area that the human ear is most sensitive, and in which voices and
most instruments operate. The major difficulty stems from this fact - that there will be a
lot of information layered in the mid range, and it is not easily separated into the source
components (voices, instruments, etc).

Jazz music often has a lot of ‘beat-worthy’ activity around the mid range from
instrument solos and complex inter-instrumental rhythms. Steady rock music has less
mid range beat activity (it tends to be more of a steady envelope of sound from the
electric guitars) as compared to the regular kick drum pattern.

To loosely determine how the mid range has been used in the audio, we will measure the
number of ‘beats’ which can be detected in there, relative to the beats found in the bass
and kick drum.

Another butterworth filter is generated and applied to the audio, passing only those
frequencies between 600Hz and 1.25kHz.

[b,a] = butter(4, [600 / (Fs / 2), 1250 / (Fs / 2)], 'bandpass');
% band at 600Hz - 1.25kHz
datamid = filtfilt(b, a, datamono);

This is then given to the beat2 function (as explained previously) to return a list of beat
positions, in seconds.

midBeatList = beat2(datamid, Fs, [110, ©.9], 1);
% get the beat list for mid frequencies

midBeatLikelihood = length(midBeatList) / length(lowBeatlList);
% the number of mid frequency beats,
% as compared to the number of low frequency beats.

The length of the returned list is divided by the length of the bass frequency beat list,
giving a relative scale of how many beats are detected in each.

Mid Frequency Variation

This is simply a measure of how consistent the strong mid range pulses are - consistent
and steady, or a more random rhythm? See Bass Frequency Variation above for
explanation and implementation.



Mid Frequency Beat Offset

More genre-related information can still be drawn from the mid range. Heavy rock
music tends to have a strong beat and very little syncopation (an emphasis on the off-
beats). In contrast, reggae is built around the off-beats and can be almost devoid of any
presence of the main beat. As an example:
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Here it can be seen that the mid-range chordal instruments (such as piano or guitar) are
playing only between the beats, while some of the main percussive rhythm is provided

on the beat to help emphasise the use of the off-beats. Different styles are then, in effect,
offsetting the strong mid range pulses by 0, %2 or whole beats, relative to the bass pulses.

Assuming that we can derive the position of the beat (and of beat ‘1”) using the low
frequency beat list, we can then find the relative offset of the mid range beats.

To do this, the time between the first event in the low beat list and the following event in
the mid beat list is taken. This is scaled relative to the tempo of the song to arrive with a
value which represents the offset in beats, rather than seconds. This will be the most
helpful unit in order to generalise the whole system classifications of genres, rather than
classifying by some other grouping which depends on tempo. While the network will
also know the tempo of the song, we have domain-specific knowledge here of what will
be relevant and so it makes sense to include this work in the pre-processing stage.

General Spectral Power

So far we have focussed on very music-relative characteristics. While there is a danger in
doing anything else (as we start to be influenced by recording quality and other music
production factors), the more audio-specific features of the track must also be
measured.

Is the audio bass heavy? Top heavy? How loud is the mid range?

We are aiming here to pick out things like the sub-bass and high frequency cymbal wash
‘noise’ found in nearly all heavy metal, as opposed to the ‘flat and loud’ spectral shape of
pop music (designed to be loud and attention grabbing on any type of radio - whether it
have small speakers or large).

Using the 4 pole butterworth filters described already, the audio is taken in four bands:
- Sub 200Hz (low)
- 200Hz - 500Hz (low mid)
- 600Hz - 1.25kHz (mid)



- Super 5kHz (high)

After a copy of the full bandwidth signal is filtered through each of the above, the RMS
value of each resulting signal is calculated. Each of these is scaled relative to the RMS of
the full bandwidth signal so that the overall level of the original audio does not affect
these results - they represent the relative energy in each of the 4 frequency bands, not
the absolute energy or volume level.

lowRMS = norm(datalow)/sqrt(length(datalow)) / monoRMS;
lowmidRMS = norm(datalowmid)/sqrt(length(datalowmid)) / monoRMS;
midRMS = norm(datamid)/sqrt(length(datamid)) / monoRMS;

highRMS = norm(datahigh)/sqrt(length(datahigh)) / monoRMS;

Dynamic Range

While many styles of music are sadly being required to compete in the ‘loudness war’ of
making every CD the loudest available, different genres still have inherent differences in
the way volume is used.

Pop rock music has the least use of dynamics as these songs are generally built around
the repetitive reuse of a few 16 bar building blocks of music pieced together in a
standard arrangement. They are designed to sound good as a snippet (for example, if
surfing through radio channels). In contrast, classical music is designed to be listened to
from start to end and it tells a story along the way.

There is no sense in having the peak loudness (the instant of strongest instantaneous
sound pressure) below the maximum value that the audio file can represent, as setting
this to the maximum ensures the most efficient use of the 16 bit (or other) resolution of
the audio file. However the underlying RMS level (the perceived ‘volume’ of the sound)
varies greatly between genres.

The two images below show a 20 second window of audio waveform peaks for two
different tracks, the first classical and the second heavy metal.
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London Philharmonic: Brahms Symphony No. 1 to 3 - Tragic Overture in D minor
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Dream Theater: Six Degrees of Inner Turbulence (Disc 11) - War Inside My Head



Both have (very nearly) the same peak value, but the second has squeezed in a lot more
RMS (perceived volume) than the first. However the first piece is much more dynamic -
the loud section has more musical impact on the listener since it comes in contrast to the
softer sections prior.

A simple calculation is used to determine the dynamic range in the audio - the widest
peaks (maximum and minimum values) are divided by the overall RMS value. The result
gives the amount to which the loudest moment is greater than the average volume.
Classical pieces generally provide a much higher value here than pop and rock.

monoRMS = norm(datamono)/sqrt(length(datamono));
% overall RMS of audio
dynamicRange = ((max(datamono) - min(datamono)) / monoRMS);
% the ratio difference between the highest peak and the RMS value

Note: the difference is determined using division rather than subtraction, as we are dealing
with audio levels which must be handled logarithmically. The log of subtraction (which is
what we are conceptually measuring) is division.

Stereo Spread

Any stereophonic (two channel) audio file has a ‘width’ associated with it. Of course this
can fluctuate significantly throughout the song but tends to be fairly consistent. Music
recordings began in mono, as all recording technology was mono at the time, then
moved to stereo as technology allowed it. This involves the placement of various musical
components/instruments away from the central placement in the stereo mix - shifting
the balance towards either the left or the right audio channel.

There have been times/genres/artists who have essentially made their recordings in a
kind of ‘hyperstereo’ where the stereo effect is exaggerated so much that there is nearly
nothing common between the two channels.

Of course, a measurement of this ‘width’ is highly influenced by the recording process,
the mastering process and the engineers performing these, however there are certainly
common practices for different genres, so the width is a helpful piece of information.

As an example, jazz music often has various instruments scattered around the stereo
field (eg, piano to the left, guitar to the right), whereas pop rock will have most
instruments duplicated (eg, guitar #1 to the left, guitar #2 to the right) in a way that
makes the track ‘feel’ central and balanced, but increases the ‘wall of sound’ effect by
doubling the number of actual recordings involved.

To measure the width of the track, the difference between the left and right channels is
taken (through basic subtraction). If the resulting differential track is silent, the original
track was monaural. If the resulting differential track is full of loud music, the original
track was very wide, with little in common between the left and right channels. The RMS
of the differential channel is used to represent the overall width as a single number. It is
scaled to the RMS of the original (summed) mono track to ensure it represents the
width, rather than just the volume of the original.

stereoDiff = datastereo(:,1) - datastereo(:,2);
% take difference of stereo channels



stereoRMS = norm(stereoDiff)/sqrt(length(stereoDiff));
% RMS of the difference

stereoRMS = stereoRMS / monoRMS;

Attack Velocity

As mentioned much earlier in the discussion of instrumentation as a representation of
genre, the attack velocity (or front edge shape) of the audio envelope will be a helpful
characteristic to measure. It shows whether the track is very percussive, or very smooth.

To show two fairly extreme examples, a 3 second window is shown below of two
different genres, the first classical, the second pop rock.
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Ignoring other differences like peak volume, it can be seen that the attack of the sound
envelope in the classical piece is a gentle pulsation (as dozens of string players start the
motion of their bows) butis a hard and fast vertical edge in the pop rock piece (as a
single drummer whacks a large tensioned drum skin).

In order to measure this attack, the audio is reduced down to a very low number of
samples (3 per second for the ‘slow peaks’ and 20 per second for ‘fast peaks’), where
each value is calculated as the largest magnitude present amongst the nearby samples
which are being discarded - thus it is a representation of the envelope of the sound.

attackWindowlLength = round(Fs / 20);
% sample about 20 times per second
1:(length(datamono) / attackWindowLength)-1
4 get peak value for within each quarter of a second
fastpeaks(i) = max(abs(datamono((i * attackWindowlLength):((i + 1) *
attackWindowlLength - 1))));

for i

xR

end



This list is then differentiated to give a list of the relative change in level between each
new distant sample. The faster the change (the gradient) in the envelope, the larger
these differential values will be.

fastPeakStrength = norm(diff(fastpeaks)) / sqrt(length(fastpeaks) - 1)
/ monoRMS;

The RMS of the list of gradients is taken, to represent the general attack velocity of the
overall waveform.

This process is performed twice - once with the 20Hz samples (for fast peak
characteristics) and once with the 3Hz samples (for slow peak characteristics).

Implementation

All of the above feature detections are packaged into a MATLAB function which reads a
section of an audio file and returns a set of 16 numbers which represent the different
characteristics.

The feature detection function is called on each of the provided audio files (which are
grouped in directories by genre, and are in either .wav or .mp3 format).

As some audio files were sourced in the MP3 format, an extension to MATLAB’s wavread
function was required. This was provided at
http://labrosa.ee.columbia.edu/matlab/mp3read.html, and is called in exactly the same
was as MATLAB’s wavread (same parameters, same outputs) which reduced the extra
code complexity that could have been required for MP3 inclusion.

Instead of analysing the entire file, a 25 second chunk is taken from 25 seconds into the
file (that is, from 0:25 to 0:50). This is to avoid any introduction section of the song
which may not clearly represent the style of the song itself, and is a sample long enough
to determine unique features of the track without using too much audio (which would
not only take longer to process, but would end up more ‘averagey’ and thus more similar
to every other track in the data set).

In order to make the most of the data available in the sourced music, tracks which are
longer than 5:15 are reused, with another chunk taken 4 minutes after the first chunk
(from 4:25 to 4:50). The disparity between the 4:50 and 5:15 times is to ensure that the
very end of a song (often involving some silence) is also ignored, in the same way that
introductory passages are.

More chunks are taken at these 4 minute intervals, to a maximum of 5 chunks from any
given file. Each of the data sets are stored and treated as if they are completely
independent.

Stage 3 — Train a Network

The first step here is to train and test the network to use the 16 characteristics (inputs)
to classify the music into its 5 genres (outputs). Another MATLAB function is used to
transform the data as stored from stage 2 into a format required by the neural network
software.



The data is split into two sets - training and testing. The training set comprises 2/3 of
the available data, the testing set the remaining 1/3. This ratio was decided as it
maximises the noise reduction in the training process but still allows for a
comprehensive test of the trained network.

Then the network is built, initialised and trained on the training data set. Various 16-in
5-out network architectures are used, employing one or two hidden layers and maximal
or supermaximal connections.

All networks used a momentum of 0.5 and a linear error transform, due to the nature
of the total error plot observed during training, which was very jumpy. A higher
momentum did not assist to smooth this out, and the errors were not low enough to
suggest that the network was close to converging on a good solution, the time at which
cubic error correction would usually be employed.

Similarly, no noticeable advantage was found using the sigmoid output transfer as
opposed to the (software default) tanh, so it was not used in any further comparisons.

As the network output is to be a 1-in-5 code representing the music genre, the SoftMax
parameter was selected to avoid the situation where each output neuron learns to
always be zero, as that gives each output a success rate of approximately 80%, which
can sometimes become ‘good enough’ from the network’s perspective.

Other parameters are varied between repetitions of the training process, as shown in
the results section.

Stage 4 — Reduce the Inputs to the Network

Having attempted to train a network on all 16 dimensions of the input data, we can now
start to explore which dimensions are not providing helpful information to the genre
classification process. If these are removed, not only is the unhelpful noise in the system
reduced, but the number of weights in the network is reduced, leading to an increase in
the examples per weight ratio, which will further improve the network’s ability to
generalise the training data.

Various small subsets of the available training data are used to train a network with the
appropriate number of inputs. The rest of the network architecture is based on the most
successful architecture from stage 3.

The test data is not used here, we will base our observations purely on the ability of the
network to learn the training data. This is because we don’t expect any network to fully
solve the problem using a very small set of the available input dimensions, we are just
looking for which inputs allow for the best generalisation of the training set as an
indication of their ability to contribute to the overall generalisation and classification
process.

The most helpful groups will then be combined to see if the network has improved
performance when the extraneous input data is removed from the system. The new
network’s architecture will be based on the most successful designs from stage 3 (but
with a reduced number of inputs).



Stage 5 — Reduce the Number of Categories

The original five genres chosen were somewhat arbitrary, so in this final stage we will
reduce the scope of the classification task we are asking of the network, in order to
increase its accuracy. This will be done by reducing the number of genres present in the
training file and test file

Using the network architecture which performed best on the test set, we will remove the
two or three genres that were least successfully determined in the test set. They are
removed (manually) from the training and the test files, but for simplicity their output
neurons in the network remain (but no training example sets them to high, so they will
learn to remain low and thus will not affect this stage of research).

Training and testing is then performed in the usual manner. Results will be analysed and
discussed later in this document.



Results

Stage 2 — Pre-processing the Audio Data

The five genres sorted alphabetically to give them their output numbers:
- 0is Christmas
- 1isclassical
- 2isheavy
- 3isjazz
- 4ispop

The full output file had 1507 rows with the following columns:
- 1 Genre
- 2 Song Length
- 3 Stereo Spread
- 4 Tempo
- 5 Strength of Half Beat
- 6 Bass Frequency Variation
- 7 High Frequency Strength of Half Beat
- 8 Mid Frequency Beat Likelihood
- 9 Mid Frequency Beat Offset
- 10 Mid Frequency Variation
- 11 Dynamic Range
- 12 Spectral Power - low
- 13 Spectral Power - lowmid
- 14 Spectral Power - mid
- 15 Spectral Power - high
- 16 Attack Velocity - fast
- 17 Attack Velocity - slow
- 18 File Name

Note: The 1507 rows in the output file is greater than the 1171 audio files used due to
multiple chunks taken from long songs as described in the methodology section for stage 2



Stage 3 — Train a Network

The pre-processed audio was converted to a DAT file with all columns present (except
the file name, and the genre which was converted to a 1-in-5 code).

All networks have 16 inputs and 5 outputs. Scaling is performed automatically by the
Back Prop software. Other changes to network architecture are shown in table below.

Total of 1005 rows in training file, 502 in test file. The split of each between the 5
categories is shown in the training success and testing success column headers (beware
the reverse order of presentation of the categories in this table).

Network Parameters

Training Success

Testing Success

Network | Connected | H1 | H2 | Out | Epoch | Sub- |Training| Tr4 | Tr3 | Tr2 | Trl | TrO | Te4 | Te3 | Te2 | Tel | TeO

LR | LR | LR Weights| passes |/202]|/182|/155|/262|/204|/101| /91 | /78 |/131|/101
16-4-5 Maximal 0.3 0.15 4 1 1000 0| 121] 51| 166| 143 0| 50{ 23] 85| 65
16-4-5 Maximal 0.3 0.15 4 1 1000| 192 3| 129] 235| 26| 89 0| 56/ 113] 11
16-30-5 Maximal 0.3 0.15 4 1 1000f 97| 114| 137| 258| 196/ 34| 36| 51| 114| 66
16-12-5 Maximal 0.3 0.15 25 1 1000| 202 2 0| 238 0] 101 0 0| 117 0
16-7-5 Maximal 0.3 0.15 25 1 1000| 172| 152| 76| 245| 15| 84| 66| 38| 113 4
16-7-5 Maximal 0.3 0.15 25 8 1000| 187| 160| 152| 258| 197 54| 45| 53| 116] 69
16-5-5-5 | Super Max | 0.1] 0.08| 0.05 25 1 1000| 169| 61| 127| 245| 131 72| 28] 56| 115| 51
16-5-5-5 | Super Max | 0.05| 0.03| 0.02 40 1| 1000{ 181| 136| 125| 257| 131 69| 50| 53| 115| 46
16-4-5 Maximal | 0.05 0.02 40 8 1000| 135| 138| 125| 236| 150f 47| 50| 49| 103| 59
16-4-5 Maximal | 0.05 0.02 40 8| 10316| 184| 156| 127| 169| 173] 57| 39| 35| 46| 43

The bolded row is judged as the best performing network on the test set, as it has the
highest number of correctly identified examples from the test set (and is the best
consistent performer across all 5 genres).

Stage 4 — Reduce the Inputs to the Network

The 16 inputs to the network were grouped into the following. The group number

represents the DAT file created (where DAT file #1 was the ‘everything’ file used in stage

3, above).

Group 2: ‘About the song’
- Song Length, Stereo Spread, Tempo, Dynamic Range

Group 3: ‘Tempo and strength of half beats’
- Tempo, Strength of Half Beat, High Frequency Strength of Half Beat

Group 4: ‘Beat variations’

- Bass Frequency Variation, Mid Frequency Variation

Group 5: ‘Frequency spectrum’
- Spectral Power - low, lowmid, mid, high

Group 6: ‘Mid frequency beats’
- Mid Frequency Beat Likelihood, Mid Frequency Beat Offset

Group 7: ‘Attack velocities’

- Attack Velocity - fast, slow




Each of these groups were then used as the only inputs to a network. Each network had
the same architecture, loosely based on the best performing network in stage 3 (but

reduced in size to maximise the generalisation of the small number of input
parameters). Each network was trained twice (reinitialised in between) to double check
the findings.

The best performing groups have been bolded in the results table below.

Network Parameters Training Success
DAT | Network | Connected | H1 | H2 | Out | Epoch | Sub- |Training| Tr4 | Tr3 | Tr2 | Trl | TrO
file LR | LR | LR Weights| passes |/202|/182|/155|/262|/204
2 4-5-5 Super Max | 0.05 0.02 25 1| 1000 166| 27| 74| 183| 53
2 4-5-5 Super Max | 0.05 0.02 25 1| 1000 130 7| 76| 220 44
3 3-5-5 Super Max | 0.05 0.02 25 1 1000 0 0 0 3 1
3 3-5-5 Super Max | 0.05 0.02 25 1 1000 0 0 0| 36 1
4 2-5-5 Super Max | 0.05 0.02 25 1 1000 0 0 0 1 0
4 2-5-5 Super Max | 0.05 0.02 25 1 1000 0 0 0 0 0
5 4-5-5 Super Max | 0.05 0.02 25 1 1000| 46 0| 83| 210| 48
5 4-5-5 Super Max | 0.05 0.02 25 1 1000, 84| 13| 60| 235/ 17
6 2-5-5 Super Max | 0.05 0.02 25 1 1000 0 0 0 2 0
6 2-5-5 Super Max | 0.05 0.02 25 1 1000 0 0 0 5 0
7 4-5-5 Super Max | 0.05 0.02 25 1, 1000] 109 7 1| 116 9
7 4-5-5 Super Max | 0.05 0.02 25 1] 1000 68| 12| 12| 134 14

The results show some clear differences between the ability of different input groups to
map meaningfully to the genre classification. Groups 2, 5 and 7 are clearly the most
successful and the others of no use, so we will now discard those inputs by excluding
them from the new groups we create.

As group 3 appears to have a slight possibility of helpfulness, two new groups are
created to incorporate the best inputs - one of the groups will also include group 3 so its
influence can be evaluated.

The two new groups are as follows.

Group 8: Everything from groups 2, 3,5 and 7
Song Length, Stereo Spread, Tempo, Strength of Half Beat, High Frequency
Strength of Half Beat, Dynamic Range, Spectral Power - low, lowmid, mid, high,
Attack Velocity - fast, slow

Group 9: Everything from groups 2, 5 and 7
Song Length, Stereo Spread, Tempo, Dynamic Range, Spectral Power - low,

lowmid, mid, high, Attack Velocity - fast, slow

New networks are now trained and tested using these ‘best’ inputs, with results shown
below. The architectures used are based around those of the best performing networks
from stage 2 (where all inputs were used).

Network Parameters Training Success Testing Success
DAT | Network | Connected | H1 | H2 | Out | Epoch | Sub- |Training| Tr4 | Tr3 | Tr2 | Trl | TrO | Te4 | Te3 | Te2 | Tel | Te0
file LR | LR | LR Weights | passes |/202|/182|/155|/262|/204|/101| /91 | /78 |/131]|/101
8 12-5-5-5 | Super Max | 0.05] 0.03| 0.02 40 1 1000| 120| 145| 125| 240| 163| 38| 52| 56| 109| 60
9 10-5-5-5 | Super Max | 0.05] 0.03| 0.02 40 1 1000| 189| 110| 119| 258| 130{ 75| 36| 50| 119] 41
8 12-7-5 Maximal | 0.05 0.02 40 8 1000| 182| 178| 140| 251| 164| 68| 53| 50| 112| 47
8 12-4-5 Maximal | 0.05 0.02 40 8 1000| 154| 163| 116| 161| 143| 58| 47| 52| 111] 52




Stage 5 — Reduce the Number of Categories

In the results shown above, it is apparent that genres 4 & 1 are the most distinguishable,
with the highest scores in testing and training for almost all trials and configurations.

Genre 4 is Pop

Genre 1 is Classical

Using the original DAT file (all 16 inputs) with only categories 1 and 4 included, we can

train our ‘best’ network (as determined in stage 2) to even more clearly distinguish
between Pop and Classical audio files.

Network Parameters

Training Success

Testing Success

Network | Connected | H1 | H2 | Out | Epoch | Sub- |Training| Tr4 | Tr3 | Tr2 | Trl | TrO | Te4 | Te3 | Te2 | Tel | TeO
LR | LR | LR Weights| passes |/202|/182|/155|/262|/204|/101| /91 | /78 |/131|/101
16-12-5 | Maximal 0.3 0.15 25 1/ 1000| 202| n/a| n/a| 260| n/a| 98| n/a| n/a| 126| n/a

These results are analysed further in the discussion section which follows.
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Discussion

Noise

While a project involving audio files was always going to be ‘noisy’, it turns out that the
pre-processed audio files are quite noisy too. The diagram below - while in no way
conclusive of anything - gives an idea to the noisiness of the data being fed into the
neural network during training.
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It is very difficult for the human eye to spot any clear trends in that cacophony of data
which might help to distinguish between the five different genres. This raises concerns
for the possibility of the data ever being generalised to the point that a system can
classify an unseen (test) example. However the large number of samples available will
help to do this.

The key consideration in determining how many training examples are needed for a
problem is the examples per weight ratio. For pure mathematical problems, this can be
as low as 0.01; for scientifically measured values it may be 2; for noisy ‘survey’ data, at
least 30 examples per weight is desirable. These guidelines are selected to give a
reasonable chance that the network will be trained successfully (from HIT3138 lectures,
T Hendtlass).



The table below shows how many weights are present in some of the key network
architectures used in stage 3, along with the examples per weight ratio that this gives
(using the 1005 rows in the training file).

The final two columns give the accuracy of the trained network to classify the training
and test sets (out of 1005 and 502 examples, respectively).

Network Weights | Examples / Weight | Training Success | Testing Success
16-4-5 (max) 93 10.8 48 % 44 %
16-30-5 (max) 665 1.51 80 % 60 %
16-7-5 (max) 159 6.32 66 % 60 %
16-7-5 (max, 8 SW¥) 1188 0.85 95 % 67 %
16-5-5-5 (supermax) 330 3 83 % 66 %
16-4-5 (max) 93 10.8 78 % 61 %

* Sub-weights

The following graph represents the training and testing success from the above table,

against the size (number of weights) in the network:
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[t can be seen that the training success is always higher than the testing success (the
reverse would be a very curious outcome!) and that there is a general trend for the
training success to increase with the size of the network. This is entirely expected - as
the network becomes larger it is able to learn more and more of the detail of the training
set. The trend in the testing results is much less clear, and as the network size increases,
the disparity between the training and testing results also increases.




This is the result of the network learning the training set, rather than generalising and
learning the relationships the training set represents.

Interestingly, the two best performing networks (on the test set) have quite low
example to weight ratios (0.85 and 3). These ratios are far below the 30 which was
desired for ‘survey’ type data, which this data is.

One possible explanation is that the network has learnt to recognise specific artists
and/or albums (or the production techniques employed in recording them), and then
learnt the genre which they are categorised as. This could be why the large networks
perform well (there are many artists/albums in the training data) and why the low
number of examples to weights is not very detrimental to these tests (where the test file
doesn’t contain any artists that are entirely unseen to the network during training).

Training Strategies

Aside from trialling different network architectures, adjustment of some training
parameters were also explored.

In particular the learning rates of each layer were reduced. The software default values
are normally quite good, however the noise present in the data required lower learning
rates to smooth the adjustments and thus better generalise the data. It can be seen from
the stage 3 results table that the higher learning rates achieved very good results in
some classes in training (and sometimes in testing too), but lower learning rates
achieved more consistent classification amongst the five genres, and also narrowed the
gap between results on the training and testing files.

Increasing the epoch value also assisted with this, due to the large number of training
examples in use. Usually, having the epoch set to any number larger than the number of
classes being learnt is enough to ensure that most major types of inputs have been seen
within one learning correction. However with such noisy data, one must ensure that
several different inputs for each class are seen to help smooth out the learning and
prevent the network from wildly fluttering around the solution space. An increase in
momentum was also attempted, but had less positive influence than the reduced
learning rates and the larger epoch.

A common training technique is to start with a high learning rate and reduce it over time
as the network approaches a stable solution. Observation of the training of these
networks showed that there was limited convergence (no clear solution was being
approached) and that a constant learning rate was just as successful.

The final two rows of the table of results for stage 3 show the same network being
trained for an extended time (10 times the number of passes through the training set of
all other attempts). While the training set performance has slightly increased in the
long-term training, performance on the test set has reduced, showing that the
generalisation of the network is being lost and it is refining its knowledge of the training
set alone. This is a common situation with training/test data files and back propagation.



Success of Stage 3

The row highlighted in stage 3 as ‘best’ (16-5-5-5 network) has achieved this
performance on the testing set:

Pop 68 %
Jazz 55%
Heavy 68 %
Classical 88 %
Christmas 46 %
Total 66 %

While this result is far from perfect (and a fair way from proving a useful product) itis
encouraging to see a number greater than 20 %, which is what a purely random guess
would achieve for the 1-in-5 output.

Considering the level of noise in the data that we saw graphed earlier in the discussion,
one realises that no network will be able to achieve a high accuracy of classification
using this pre-processing algorithm. Even if generalisation is possible and is done
successfully, many songs will fall outside of their genre as one of the many outliers
which are visible as ‘spikes’ in the input data. Classification of an entire album after
inspecting each track individually (and the results collated in a ‘vote’) might be more
achievable.

Better selection of what characteristics to draw from the audio samples during pre-
processing would potentially offer the network a better data set to learn and generalise.
Also, there is the consideration of which genres to group music into.

From the table above, it worst performing genres are Christmas and jazz. These are both
very broad genres - Christmas is barely its own genre at all. Scanning the list of albums
used (see Appendix A) it is evident that most ‘Christmas’ samples are in fact Christmas
carols played in a pop (Mariah Carey), jazz (A Jaz-Mataz Christmas) or classical (South
Brisbane Temple Band) style. Similarly, the jazz samples are very broad and could almost
fit simultaneously into one of the other categories.

The best performing genre is classical, which could be expected from the fact that it is
the least similar to the other four. If the classical genre was broken into its true musical
classes (baroque, classical, romantic, modern, etc) then again there would be much more
overlap and performance would decrease.

Some quick research shows a few strategies which have been employed by others who
have attempted a similar project:

Automatic Musical Genre Classification of Audio Signals
Tzanetakis G, Essl G & Cook P

http://ismir2001.ismir.net/pdf/tzanetakis.pdf

The approach taken in this paper is to use much smaller snippets of the audio, focussing
on the tone and spectral characteristics. This provides more emphasis on
instrumentation, recording process and file format audio quality rather than the musical
characteristics (such as beat detection) used in this project.



The following table is an extract from the paper showing their results:

classic | country | Disco Hiphop | jazz Rock
classic | 86 2 0 4 18 1
country | 1 57 5 1 12 13
disco | 0 6 55 4 0 5
Hiphop | 0 15 28 90 4 18
Jazz 7 1 0 0 37 12
Rock 6 19 I1 0 27 48

Table 2. Genre classification confusion matrix

While difficult to compare directly, the results are similar. The main diagonal shows the
percentage of correct classifications, with classical and hiphop having high success, jazz
and rock being quite low.

This gives some credibility to the decisions made in the method used in this document.

Automatic genre classification of musical signals
Barbedo ] & Lopez A

http://portal.acm.org/citation.cfm?id=1289118

The major difference here is the large number of genres able to be detected. The actual
groupings could be questioned as they appear very neat and symmetrical - not
necessarily accurate to the true relationships and links between musical genres. (For
example, ‘jazz’ appears as a sub-genre of ‘dance’, which is a significant deviation from
the normal placement of jazz as a genre).

Again, results appear somewhat comparable to those achieved in this document.

Removing the Noise

In stage 4 of the methodology, we essentially remove the noise inputs from the network.
If any of the inputs is shown to contribute nothing to the desired classification process,
its removal will not only speed up the processing time of experimentation, but also
reduce non-genre related influences on the network and by decreasing the size of the
network, we will also increase the number of examples per weight available in the
training set.

Essentially here we are entering into the learning process and providing some
supervision. This will be helpful to ensure that the network is in fact focussing on genre-
related characteristics, rather than learning something else which we are considering
noise in this research (the age of the singer, perhaps, or the model of drum kit used in
the recording).

The initial results from stage 4 show some very clear differences between the ability for
small groups of the pre-processed input channels to represent the genre. The X-5-5
super maximal network used on each set of inputs was selected to ensure enough
capacity to learn any complex relationships, but small enough that the examples per
weight ratio was between 13 and 18 (hopefully high enough to allow considerable
generalisation of the data).



Groups 2 (about the song), 5 (frequency spectrum) and 7 (attack velocities) proved
much more able than groups 4 (beat variations) and 6 (mid frequency beats). It is
difficult to say whether or not the data in groups 4 and 6 is unhelpful by its very nature
or if the pre-processing stage has implemented their detection poorly. In any case, it is
clear that moving forward with only the better performing groups will be advantageous
to some degree.

One point of note is the performance of group 3 (tempo and strength of half beats).
While there appears to be very little success there (mostly zeroes in the results table)
there is obviously some sort of relationship that can help to detect genre 1 (classical)
and possible genre 0 (Christmas).

There is a chance that including this data amongst the better input groups will still be
helpful, perhaps as a tie breaker which can assist with smaller decisions when the
remainder of the data doesn’t provide a conclusive result. Our purpose here is to remove
obvious garbage and noise from the network’s input. Some inputs may remain less
helpful, but the back propagation learning process can work that out for itself as
appropriate. Jesus said, “Let he who is without sin, cast the first stone”. Perhaps it should
also be said, “Let he who has a reasonable comprehension of sixteen dimensional space,
make grand assumptions about which inputs cannot help an artificial neural network
and can thus be removed.”

With the new (reduced) sets of inputs, the better performing network architectures and
training regimes produce these results on the test file:

Trial A(grp8) | B(grp9) | C(grp8) | D (grp 8)
Pop 38 % 74 % 67 % 57 %
Jazz 57 % 40 % 58 % 52%
Heavy 72% 64 % 64 % 67 %
Classical 83 % 91 % 85 % 85 %
Christmas 59 % 41 % 47 % 51%
Total 63 % 64 % 66 % 64 %

These results are only a few percentage points short of the best result achieved at all
thus far, with trial D managing to get each genre classified more than 50% of the time.
This is the best result thus far, if one considers the overall performance of the
classification network to be that of its least accurate output.

No real advantage can be found in the group 9 input set (compared to group 8),
indicating that the inclusion of group 3 (as discussed above) provided no unique helpful
information to the network.

Simplifying the Decisions

While an ideal genre classification system would have many more than 5 outputs, here
we reduce the number of outputs even further to increase the clarity and separation
between the different output genres, and (in a relative sense) increase the number of
training examples available to simulate scaling this research up to include orders of
magnitudes more training data and see what might be possible.
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The decision to use only genres 1 (classical) and 4 (pop) is outlined in the methodology
and results sections.

Using only these two outputs, very impressive results were obtained:

Genre Training file success | Test file success
Pop 100 % 97 %
Classical 99.2 % 96 %
Total 99.6 % 96.6 %

Bearing in mind the success rates which have been discussed so far, one must consider
this near perfection. Which raises one’s curiosity as to why this decision seems so easy
for the network.

We now observe a few different dimensions of the (reduced) input training data to see if
there are particularly strong influences provided independently, or if in fact the network

has generalised a complex relationship between inputs to classify the genre.

As discussed much earlier, the length of classical pieces tends to be quite different than
the length of pop songs (usually designed for radio play).

length (seconds)

(To the left of the thick line are Classical pieces, to the right are Pop)

While there is a clear difference in the consistency of track length among both genres,
this information alone cannot give a clear result as to the genre. If the track is longer
than 9 minutes it seems safe to assume that it is not pop, however many of the classical
pieces are also under this limit - this information alone would not provide the 96.6%
accuracy.



Another parameter of difference explored earlier in this document is that of the peak
strength (attack velocity) of classical music, compared to that of pop.

fastPeakStrength

0.5

(To the left of the thick line are Classical pieces, to the right are Pop)

Again, when viewed altogether in the graph, a distinction between the left and right
sides of the graph is apparent, but given any single value, classification into one of the
two genres would be near impossible.

Recalling from the previous stage that spectral frequency levels are a key representative
of genre, we now inspect the high RMS dimension of the training/test data.
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(To the left of the thick line are Classical pieces, to the right are Pop)

...and the mystery is solved. The classical pieces have much lower audio content above
5kHz, whereas the pop tracks consistently have a strong presence in that frequency
range. The few spikes above or below the threshold line account for the 3.4% inaccuracy
of the 2 output system.

This finding explains why the earlier systems performed best at detecting the classical
and pop genres. It is also some proof to the fact that a back prop network can find
relationships between inputs and desired outputs and ignore (at least some) irrelevant
noise. The third conclusion is that distinguishing audio between pop and classical music
could be as simple as this line of code:

if (x » 0.1)

However, as some encouragement to the plight of artificial neural networks, the above
discussion has shown that the 5 genre classification process relied on more than just one
input, given that a very large and complex relationship could be learned to provide an
accuracy (66%), which is much greater than that of a pure random guess (20%).




Suggestions for Further Research

More Specific Genres

In order to make a more commercial product, a larger number of genres would need to
be detected, and these should be determined in a more traditional way (probably based
on the standard ‘tags’ which are used in music library sorting on all modern electronic
equipment, rather than the best represented genres in the author’s music collection).

Spectral Analysis and Envelope Attack

More emphasis should be placed on these types of audio characteristics and better
algorithms used to measure them, since they appeared as the most helpful dimensions
of genre classification.

Richness of Mid Range

Is another music-domain inspired characteristic, looking at how close or sparse the
notes of the midrange are (where the chordal instruments lie).

Melodic Detection

All music has some form of melody, and since this is what the human brain is most
drawn towards, it makes sense that any system trying to achieve perception of a human-
created classification (ie, genre) should not ignore it. The most prominent mid-high
range feature would be detected and followed, before somehow representing the speed
and pitch patterns as a low dimensional vector.

Greater Number of Data Samples

More songs can only improve the noise-reduction and generalisation of the network
being trained.

There also needs to be some artists and albums in the test file which are not part of the
training file, to see if the network is learning artists or albums and their mapping to a
particular genre, or if it has generalised to the genre itself.

More Use of the Whole Audio File

Instead of just taking a static 25 second chunk of audio for training and testing, more of
the file can be used. To increase the apparent size of the training data available, the
whole of each audio file could be split into 25 second chunks and each treated as a new
input. Care must be taken here that some characteristics which are ‘static’ to any given
audio file (such as its total length) are then over-represented in the training data set.
This was the reason that long songs were limited to 5 uses each in this document’s
research.

Utilising this training strategy, a similar approach could be taken in testing (or indeed
deployment) where the network analyses each 25 second segment of an audio file and
uses a vote to then best determine the genre of the track.
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Appendix A — Song Selection

The following sources were used for example data. Bolded text indicates an album, the
normal weight text indicates an individual song. A total of 1171 tracks were used (38.1
GB of data) representing a total duration of 85 hours of audio.

Christmas

- [Compilation]: The All Time Greatest Christmas Songs - 39 tracks

- [Compilation]: The Best Aussie Christmas - 17 tracks

- [Compilation]: The Best of Carols by Candlelight Vol II - 13 tracks

- |[Compilation]: Merry Mix-Mas - 12 tracks

- The Beach Boys: Christmas Album - 12 tracks

- Broad Music: Christmas Down Under - 15 tracks

- Bucko & Champs: Aussie Christmas with Bucko & Champs 2 - 25 tracks

- Crazy Christmas Carols: Crazy Christmas Carols 2002 - 6 tracks

- Crazy Christmas Carols: Crazy Christmas Carols 2003 - 10 tracks

- Crazy Christmas Carols: Crazy Christmas Carols 2004 - 14 tracks

- Crazy Christmas Carols: Crazy Christmas Carols 2005 - 15 tracks

- Crazy Christmas Carols: Crazy Christmas Carols 2006 - 17 tracks

- AJaz-Mataz Christmas - 10 tracks

- Mariah Carey: Merry Christmas - 11 tracks

- NatKing Cole: The Nat King Cole Christmas Album - 20 tracks

- Payless Entertainment: The Greatest Christmas Party Ever - 31 tracks

- The Salvation Army, Myer: The Spirit of Christmas (2000) - 14 tracks

- South Brisbane Temple Band: Christmas with the Salvation Army - 21
tracks

Classical

- [Compilation]: The Classic 100 Mozart - 50 tracks

- [Compilation]: Classical (Elite) DiscI - 19 tracks

- [Compilation]: Classical (Elite) DiscII - 11 tracks

- |[Compilation]: Classical (Elite) Disc III - 21 tracks

- [Compilation]: Classical (Elite) Disc IV - 8 tracks

- [Compilation]: Classical (Elite) Disc V - 15 tracks

- Beethoven: Beethoven Symphony No. 1 and Symphony No. 6 - 7 tracks

- Beethoven: Beethoven Symphony No. 3 Op. 55 and Symphony No. 8 Op. 93 -
8 tracks

- Beethoven: Beethoven Symphony No. 9 - 4 tracks

- Beethoven: Eloquence - 4 tracks

- Beethoven: Piano Concerto No 5 in E flat, The Emperor - 4 tracks

- Claudio Arrau: An Anniversary Tribute (Beethoven) - 3 tracks

- Igor Stravinsky: The Rite of Spring - 14 tracks

- Jack Brymer, Josef Balogh: Mozart K581 - 8 tracks

- London Philharmonic: Brahms Symphony No. 1 to 3 (Tragic Overture), Op.
81 (Academic Festival Overture), Op.80 DiscI - 6 tracks

- London Philharmonic: Brahms Symphony No. 1 to 3 (Tragic Overture), Op.
81 (Academic Festival Overture), Op.80 Disc II - 8 tracks

- Royal Liverpool Philharmonic: Strauss Op. 40 and Op. 20 - 7 tracks



- Wagner: Canadian Brass - 12 tracks

- Mozart: Fantasia in D Minor

- Vitamin String Quartet: Misery Business

- Vitamin String Quartet: Seven Nation Army

- Vitamin String Quartet: Sugar, We're Going Down

Heavy

- Aronora: Aronora (EP) - 7 tracks

- Aronora: Home Recordings Vol I + II - 6 tracks

- Bobkat: Bobkat (EP) - 8 tracks

- Dream Theater: Falling into Infinity - 11 tracks

- Dream Theater: Octavarium - 8 tracks

- Dream Theater: Scenes From a Memory - 11 tracks !
- Dream Theater: Six Degrees of Inner Turbulence (Disc II) - 8 tracks
- Dream Theater: Systematic Chaos - 8 tracks

- Karnivool: Sound Awake - 11 tracks

- Liquid Tension Experiment - 13 tracks

- Local Hero: Truth and Lies - 6 tracks

- Metallica: And Justice for All - 9 tracks

- Opeth: Ghost Reveries - 9 tracks

- Shortfall: Shortfall - 3 tracks

- Tool: Lateralus - 10 tracks 2

1 Track 12 from Scenes From a Memory has been removed as it is mostly spoken word.
2 Tracks 2, 4, 10 from Lateralus have been removed as they are very different to the
genre and to the rest of the CD.

Jazz

- ArtPepper: Art Pepper Meets the Rhythm Section - 9 tracks
- Count Basie: Kansas City 6 - 8 tracks

- Dizzy Gillespie: Live Sweet Soul - 10 tracks

- Duke Ellington: Jazz Caravan - 17 tracks

- Esstee Big Band: Esstee Big Band - 10 tracks

- Frank Sinatra: On the Sentimental Side - 20 tracks

- George Gershwin: Gershwin Plays Gershwin - 16 tracks

- James Morrison: Gospel Collection Vol II - 13 tracks

- [Compilation]: Hot Food Cool Jazz - 12 tracks

- [Compilation]: In the Swing - 12 tracks

- [Compilation]: Jazz Caravan (Bluebird’s Best) - 17 tracks

- Michael Buble: Michael Buble - 13 tracks

- Michael Buble: It’s Time - 13 tracks

- Thelonious Sphere Monk: Monk'’s Blues - 11 tracks

- Margot Leighton: Moonlight Drive at the Famous Blue Raincoat - 10 tracks
- Nina Simone: Mood Indigo - 18 tracks

- George Gershwin: The Glory of Gershwin - 18 tracks

- Belinda Allchin: Better Than Anything

- Michael Sweeney: Birdland

- NatKing Cole: Autumn Leaves



- Norah Jones: Don’t Know Why
- Ray Charles & Bonnie Raitt: Do [ Ever Cross Your Mind
- Ray Charles & Natalie Cole: Fever

- [Compilation]: Best Ever Beer Songs - 61 tracks

- [Compilation]: The Hit List - 34 tracks

- The 40 Year-0ld Virgin: Original Motion Picture Soundtrack - 17 tracks
- Avril Lavigne: Let Go - 13 tracks

- The Beach Boys: The Very Best of (Sounds of Summer) - 30 tracks
- The Beatles: 1 - 25 tracks !

- Dave Lubben: A Place Called Surrender - 10 tracks
- John Farnham: The Greatest Hits (One Voice) - 27 tracks
- Michelle Branch: Hotel Paper - 14 tracks 2

- Queen: Greatest Hits I - 17 tracks

- Teddy Geiger: Underage Thinking - 21 tracks

- Aerosmith: Don’t Wanna Miss a Thing

- Alison Krauss: When You Say Nothing at All

- Area 7: Nobody Likes a Bogan

- Audio Adrenaline: Goodbye

- Beyonce Knowles: Crazy In Love

- Christina Aguilera: Lady Marmalade

- Chumbawamba: I Get Knocked Down

- Cold Chisel: Khe Sanh

- DJ Sammy: We're In Heaven

- Earth Wind & Fire: September

- Elton John: Candle in the Wind

- Evanescence: Bring Me to Life

- Evanescence: Farther Away

- Evanescence: Missing

- George Thorogood: Treat her Right

- Jimmy Barnes: Working Class Man

- Kool and the Gang: Celebrate Good Times

- Natalie Grant: Perfect People

- Percy Sledge: When a Man Loves a Woman

- Rob Thomas and Santana: Smooth

- Sheryl Crow: Sweet Child of Mine

- Smash Mouth: All Star

- Switchfoot: Dare You To Move

- U2: Beautiful Day

- Vanessa Carlton: A Thousand Miles

- ZZTop: La Grange

1 Tracks 25, 26, 27 from 1 have been excluded as they could not be read from the CD.
2 Track 1 from Hotel Paper has been removed as it is very short and does not fit the
genre



Appendix B — Source Code

File Pre-processing

function output = getNumbersFromAudioFile(fileToRead, startpos, endpos)

[pathstr, fname, ext] = fileparts(fileToRead);
switch ext
case '.wav'
try
[datastereo, Fs] = wavread(fileToRead, [startpos*44100 endpos*44100]); % read in part of file
catch % in case time limits are out of range

output = 0;
return
end
sizeInfo = round(wavread(fileToRead, 'size') / Fs); % length of original, in seconds
case '.mp3’
try

[datastereo, Fs] = mp3read(fileToRead, [startpos*44100 endpos*44100]); % read in part of file
catch % in case of unknown error

output = 0;
return
end
if length(datastereo) < 1000 % in case time limits are out of range
output = 0;
return
end
sizeInfo = round(mp3read(fileToRead, 'size') / Fs); % length of original, in seconds
otherwise
disp ‘'error’
output = 9;

return



end
songLength = sizeInfo(1);

if size(datastereo, 2) > 1 % if stereo data
stereoDiff = datastereo(:,1) - datastereo(:,2); % take difference of stereo channels
stereoRMS = norm(stereoDiff)/sqrt(length(stereoDiff)); % RMS of the difference
clear stereoDiff % no need for difference channel now

datamono = sum(datastereo, 2) * 0.5; % mono sum channel
else % if mono data

datamono = datastereo;

stereoRMS = 0;

end
clear datastereo % no need for any more stereo
[b,a] = butter(4, 200 / (Fs / 2), 'low'); % LPF at 200 Hz

datalow = filtfilt(b, a, datamono);

[b,a] = butter(4, 5000 / (Fs / 2), 'high'); % HPF at 5000 Hz
datahigh = filtfilt(b, a, datamono);

[b,a]

= butter(4, [600 / (Fs / 2), 1250 / (Fs / 2)], 'bandpass'); % band at 600Hz - 1.25kHz
datamid =

filtfilt(b, a, datamono);

[b,a] = butter(4, [200 / (Fs / 2), 500 / (Fs / 2)], 'bandpass'); % band at 200Hz - 500Hz
datalowmid = filtfilt(b, a, datamono);

tempo = tempo2(datamono, Fs); % normal tempo calculation

% gets all the beat times (in sec) for low freq's. [110, ©0.9] is just a
% default value. 1 means very flexible (will happily skip a beat or
% change speed - this follows the actual bass very closely)

lowBeatList = beat2(datalow, Fs, [11@, ©.9], 1);

lowBeatGaps = diff(lowBeatList); % relative time between each low beat
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lowBeatGaps = (lowBeatGaps - (30 / tempo(2))) / (30 / tempo(2)); % scale the gap times to © for same as tempo, 1 for skipped
one beat
lowBeatDev = norm(lowBeatGaps)/sqrt(length(lowBeatGaps)); % take the RMS of the deviation from the tempo for low beats

lowTempo = tempo2(datalow, Fs); % get tempo of low freq
highTempo = tempo2(datahigh, Fs); % get tempo of high freq
highLowWeightToDouble = lowTempo(2) / highTempo(2); % ratio of weighting for high freq. Reference is bass

midBeatList = beat2(datamid, Fs, [110, ©.9], 1); % get the beat list for mid frequencies
midBeatLikelihood = length(midBeatList) / length(lowBeatList); % the number of mid frequency beats, as compared to the number
of low frequency beats.

i =1; % which midBeatList value to use... used midBeat value must be after the first lowBeat
midBeatOffsetTime = midBeatList(i) - lowBeatList(1); % the time difference between first low beat and the following mid
beat
while midBeatOffsetTime < © % step through midBeatlList until we find one greater than the first value in lowBeatlList...
and use that one
i=1+ 1;
midBeatOffsetTime = midBeatlList(i) - lowBeatList(1);
end;
midBeatOffset = midBeatOffsetTime / (60 / tempo(2)); % scale relative to the tempo (that is, give in beats)

midBeatGaps = diff(midBeatList); % relative time between each mid beat

midBeatGaps (midBeatGaps - (30 / tempo(2))) / (30 / tempo(2)); % scale the gap times to © for same as tempo, 1 for skipped
one beat

midBeatDev = norm(midBeatGaps)/sqrt(length(midBeatGaps)); % take the RMS of the deviation from the tempo for mid beats

monoRMS = norm(datamono)/sqrt(length(datamono)); % overall RMS of audio
dynamicRange = ((max(datamono) - min(datamono)) / monoRMS); % the ratio difference between the highest peak and the RMS
value

stereoRMS = stereoRMS / monoRMS; % scale the stereo diff RMS relative to mono RMS
1owRMS = norm(datalow)/sqrt(length(datalow)) / monoRMS; % relative RMS of low freq's
lowmidRMS = norm(datalowmid)/sqrt(length(datalowmid)) / monoRMS; % relative RMS of low mid freq's

midRMS = norm(datamid)/sqrt(length(datamid)) / monoRMS; % relative RMS of mid freq's
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highRMS = norm(datahigh)/sqrt(length(datahigh)) / monoRMS; % relative RMS of high freq's

attackWindowLength = round(Fs / 20); % sample about 20 times per second
for i = 1:(length(datamono) / attackWindowLength)-1
% get peak value for within each quarter of a second
fastpeaks(i) = max(abs(datamono((i * attackWindowLength):((i + 1) * attackWindowLength - 1))));
end
fastPeakStrength = norm(diff(fastpeaks)) / sqrt(length(fastpeaks) - 1) / monoRMS; % RMS of the fast peak slopes, scaled to
the overall sound level

attackWindowLength = round(Fs / 3); % sample about 3 times per second
for i = 1:(length(datamono) / attackWindowLength)-1
% get peak value for within each quarter of a second
slowpeaks(i) = max(abs(datamono((i * attackWindowLength):((i + 1) * attackWindowLength - 1))));
end
slowPeakStrength = norm(diff(slowpeaks)) / sqrt(length(slowpeaks) - 1) / monoRMS; % RMS of the slow peak slopes, scaled to
the overall sound level

% outputs:

output = struct('filename', fname, 'length', songlLength, 'stereoRMS', stereoRMS, 'tempo', tempo(2), 'tempoWeightToDouble',
tempo(3), 'lowBeatDev', lowBeatDev, 'highLowWeightToDouble', highLowWeightToDouble, 'midBeatLikelihood', midBeatlLikelihood,
'midBeatOffset’', midBeatOffset, 'midBeatDev', midBeatDev, ‘'dynamicRange', dynamicRange, 'lowRMS', lowRMS, ‘lowmidRMS"',
lowmidRMS, 'midRMS', midRMS, 'highRMS', highRMS, 'fastPeakStrength', fastPeakStrength, 'slowPeakStrength', slowPeakStrength);

Length of original, in seconds

RMS of the difference between channels across the whole sample (0..1)

Tempo of the snippet, in beats per minute

TempoWeightToDouble is about the weighting of this tempo vs. the tempo being half this

Low Beat Deviation gives the deviation (in RMS) from the beat for low frequencies

highLow_TempoWeightToDouble is about the weighting of this tempo vs. the tempo being half this, for high frequences
midBeatlLikelihood gives how often a mid frequency beat occurs, relative to low beats

midBeatOffset is amount of time (in beats, so its relative to the tempo) to the first low beat from the first mid beat.
Mid Beat Deviation gives the deviation (in RMS) from the beat for mid frequencies

dynamicRange is the ratio difference between the highest peak and the RMS value, representing the amount of dynamic variation
lowRMS gives the overall RMS of the low frequencies, relative to the full-bandwidth RMS level

3R 3% 3R 3R 3% 3R R R ¥ ¥ R
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lowRMS gives the overall RMS of the low-mid frequencies, relative to the full-bandwidth RMS level
midRMS gives the overall RMS of the mid frequencies, relative to the full-bandwidth RMS level
highRMS gives the overall RMS of the high frequencies, relative to the full-bandwidth RMS level
fastPeakStrength gives the strength of peaks (somewhat representing the attack velocity of the sound envelope), relative
to the overall RMS level

% slowPeakStrength gives the same as fastPeakStrength, but using a longer window to detect peaks, thus looking at a lower
frequency envelope

3R 3R R X

Folder Looping

function readAllFiles(outputFilePath)

outputFileID = fopen(outputFilePath, 'wt');

fprintf(outputFileID, '%s\t%s\t%s\t%s\t%s\t%s\ths\t%s\t%hs\t%s\t%s\ths\t%s\t%hs\ths\t%s\ths\t%s\n"', 'genreName', 'length’,
'stereoRMS', 'tempo', 'tempoWeightToDouble', 'lowBeatDev', 'highLowWeightToDouble', 'midBeatLikelihood', 'midBeatOffset’,
'midBeatDev', 'dynamicRange', 'lowRMS', 'lowmidRMS', 'midRMS', 'highRMS', 'fastPeakStrength', 'slowPeakStrength', 'fileName');

mediaFolders = dir('media');
for i = 1:length(mediaFolders)
if mediaFolders(i).isdir & ~(strcmp(mediaFolders(i).name, '.') | strcmp(mediaFolders(i).name, '.."))
genreName = mediaFolders(i).name;
disp(['Starting Genre: ' genreName])

albumFolders = dir(['media/' mediaFolders(i).name]);
for j = 1l:length(albumFolders)

if ~(albumFolders(j).isdir)

trackName = albumFolders(j).name;

readOneFile(genreName, ['media/' mediaFolders(i).name '/' albumFolders(j).name], outputFileID);
elseif ~(strcmp(albumFolders(j).name, '.') | strcmp(albumFolders(j).name, '.."))

albumName = albumFolders(j).name;

tracks = dir(['media/' mediaFolders(i).name '/' albumFolders(j).name]);
for k = 1:length(tracks)
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if ~tracks(k).isdir
trackName = tracks(k).name;
readOneFile(genreName, ['media/' mediaFolders(i).name '/' albumFolders(j).name '/' trackName],
outputFilelID);
end
end
end
end
end
end
fclose(outputFilelID);

function readOneFile(genreName, fileName, outputFileID)
[pathstr, fname, ext] = fileparts(fileName);
switch ext

case '.wav'

sizeInfo = round(wavread(fileName, 'size') / 44100); % length of original, in seconds (at a guessed sample rate)
case '.mp3’
sizeInfo = round(mp3read(fileName, 'size') / 44100); % length of original, in seconds (at a guessed sample rate)
otherwise
return
end
startpos = 25; % num of seconds from start of file to start/end snippet
endpos = 50;

output = getNumbersFromAudioFile(fileName, startpos, endpos);
if isfield(output, 'length') % all good output struct

fprintf(outputFilelD,
"%s\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%s\n",
genreName, output.length, output.stereoRMS, output.tempo, output.tempoWeightToDouble, output.lowBeatDev,
output.highLowWeightToDouble, output.midBeatlLikelihood, output.midBeatOffset, output.midBeatDev, output.dynamicRange,
output.lowRMS, output.lowmidRMS, output.midRMS, output.highRMS, output.fastPeakStrength, output.slowPeakStrength, fileName);



else

[

disp(['Error (returned @) for file: ' fileName ' startpos: ' num2str(startpos) ' endpos: num2str(endpos)]);
return

end

longSongSegments = 240; % long songs are sampled every 4 minutes

if(sizeInfo(1) > (longSongSegments + startpos + endpos)) % if original is longer than 5 minutes 15 seconds
partNum = 1;
maxParts = 5; % no more than this for any one input file

while (sizeInfo(1) > ((partNum * longSongSegments) + startpos + endpos)) & (partNum < maxParts)
longstartpos = startpos + (partNum * longSongSegments);
longendpos = endpos + (partNum * longSongSegments);
output = getNumbersFromAudioFile(fileName, longstartpos, longendpos);
if isfield(output, 'length") % all good output struct
fprintf(outputFilelD,
"%s\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%3.5F\t%s\n",
genreName, output.length, output.stereoRMS, output.tempo, output.tempoWeightToDouble, output.lowBeatDev,
output.highLowWeightToDouble, output.midBeatLikelihood, output.midBeatOffset, output.midBeatDev, output.dynamicRange,
output.lowRMS, output.lowmidRMS, output.midRMS, output.highRMS, output.fastPeakStrength, output.slowPeakStrength, [fileName
(partNum + 49)]);
else
disp(['Error (returned @) for file: ' fileName ' startpos:
return
end
partNum = partNum + 1;

[

num2str(startpos) ' endpos: ' num2str(endpos)]);

end
end

DAT File Reduction

function makeDAT(inputFilePath, selections)
inputFileID = fopen(inputFilePath, 'r');
outputTrainFileID = fopen(['dat files/' num2str(selections) ' train.dat'], 'wt');



outputTestFileID = fopen(['dat files/' num2str(selections) ' test.dat'],'wt');

rawData = textscan(inputFilelID, ‘'%s %f %f %f %f %f %f %f %f %f %f %f %f %f %f %f %f %s',

\th);

switch selections
case 1 % everything
selections = [2 34567 89 10 11 12 13 14 15 16 17];
case 2 % 'about' the song
selections = [2 3 4 11];
case 3 % tempo and weight to doubles only
selections = [4 5 7];
case 4 % beat deviations
selections = [6 10];
case 5 % frequency spectrum
selections = [12 13 14 15];
case 6 % mid beat things
selections = [8 9];
case 7 % peak attack
selections = [16 17];
case 8 % things from 2, 3, 5 and 7 above
selections = [2 345 7 11 12 13 14 15 16 17];
case 9 % things from 2, 5 and 7 above
selections = [2 3 4 11 12 13 14 15 16 17];
end

numLines = length(rawData{1});
genres = unique(rawData{1});
genreCodeFormat = '';
for i = 1:1length(genres)

genreCodeFormat = [genreCodeFormat '%4.5f\t'];
end

for 1 = 1:numLines
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if rem(i, 3) % 2 out of 3 samples go into training set
outputFID = outputTrainFileID;

else % every 3rd sample goes into the test set
outputFID = outputTestFilelD;

end

for j = 1l:length(selections)
fprintf(outputFID, '%4.5f\t', rawData{selections(j)}(i));
end

genreCode = permute(strcmp(genres, rawData{1}{i}), [2 1]); % gives a 1 in the column of this genre only
fprintf(outputFID, [genreCodeFormat '\n'], genreCode);
end

fclose(outputTrainFilelD);
fclose(outputTestFilelD);
fclose(inputFilelD);



